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Abstract 

This paper proposes a modification of a traditional 
genetic algorithm (GA) that allows it to successfully 
explore a large search space of a combinatorial problem. 
As an example, a maintenance scheduling problem in a 
power generation system is examined. Due to the large 
number of parameters, it proved difficult to reach an 
optimal solution using a traditional genetic algorithm 
(GA). In order to improve the GA performance, the 
problem was divided into several layers, each layer 
representing a part of the initial problem. Each GA layer 
was used to build sub-schedules, satisfying specified 
criteria. The sub-schedules were then used as single 
genes to build up a complete schedule. 

1 INTRODUCTION 
Genetic algorithms (GAs), first introduced by Holland 
[1], belong to a group of optimisation techniques known 
as evolutionary computation [2,3,4]. They are based on 
the principles of natural evolution: selection and survival 
of the fittest by passing valuable genetic information 
down to succeeding generations [5]. 

Unlike some traditional optimisation techniques that try 
to improve a single solution at a time, GAs operate on a 
randomly initialised population of potential solutions to 
a problem. The members of the population are called 
individuals and are often represented by strings of 
parameters known as chromosomes. The parameters 
contained in a chromosome are called genes, each of 
them characterising some feature of a possible solution. 

While searching a problem's domain for an optimal 
solution, GAs introduce a performance measure so that 
all individuals in the population can be evaluated and 
assigned a fitness value, usually depending on the 
objective value of the function optimised. Then the best 
performing individuals are selected for breeding. During 
breeding, the corresponding chromosomes are modified 
in a specified way that may lead to better chromosomes-
solutions. 
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For chromosome modification GAs use recombination 
and mutation operators, traditionally with emphasis on 
the former. Recombination is usually performed by a 
crossover operator, which swaps parts of two 
chromosomes [5]. A mutation operator is used to 
introduce variety into the population and to prevent fast 
convergence to a local optimum by making random 
changes at the gene level. In traditional GA, mutation is 
considered secondary to the crossover operator and has a 
relatively small probability [6]. 

After crossover and mutation new individuals evolve 
with features from both parents. After a sufficient 
number of generations a population is obtained with 
individuals approaching the desired optimum. 

GAs are often described as algorithms processing 
schemata, that is relatively short sub-strings. The 
fundamental Schema Theorem [1] states that if a sub-
string proves to represent some important solution's 
features, the number of such sub-strings in the 
population increases over generations. Given sufficient 
number of generations, a traditional Holland's GA is 
guaranteed to find an optimal solution of a non-
deceptive problem [7]. 

Goldberg in [6] generalised the Schema Theorem, 
formulating the building block hypothesis as following: 
" ... a genetic algorithm seeks near optimal performance 
through the juxtaposition of short, ... ,high-performance 
schemata, or building blocks". Though the hypothesis 
has not been strictly proven and not even strictly 
defined, it reflects the idea behind GAs, that is, if good 
features (building blocks) from two or more good 
individuals are combined, it may be possible to obtain 
even better offspring. The hypothesis explains the 
success of practical GA applications, though very few of 
them use the binary representation and the traditional 
operators of the original Holland's GA. 
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Though GAs became a popular optimisation tool, when 
trying to find a solution to a real life problem with 
multiple parameters, GAs can get stuck in a local 
optimum and often need a considerable amount of 
generations to reach a near optimal. They can, therefore, 
be very slow and less effective than would have been 
expected from the trial runs on a similar problem of 
smaller size. That is why in recent years there has been a 
considerable amount of research devoted to finding new 
GA techniques that would allow for effective 
exploration of a large search space [8,9]. 

This paper suggests a modification of a traditional GA 
which is suitable for some real life optimisation 
problems. As an example, the problem of maintenance 
scheduling for a power generation system is examined. 
The modified GA performs considerably better than the 
traditional one, providing a successful search in the 
problem's space. 

2 PROBLEM SPECIFICATION 

Power system components should be regularly 
maintained so that they remain in working condition 
during the entire period of their life. However, any 
outage in a power system is associated with some loss of 
power production, compromising the overall security of 
the system. The purpose of maintenance scheduling is to 
find a timetable for maintenance outages of power units 
in the system over a given period of time (usually a 
year). This period is then divided into smaller time 
intervals, such as months, fortnights or weeks. The 
schedule is expected to provide the maximum level of 
efficiency and reliability in the power system [10,11]. 

Let a power system consist of N generating units with 
capacities Ci, j = 1, ... , N. The installed capacity of the 

N 

system is the sum of all such capacities, S = '2, Ci . If 
i=l 

we know the predicted maximum load for each week of 
the year, P;. (/=1, ... ,52); the gross reserve in this week 
is 

G. =S-P 
l l 

(1) 

Suppose, that each unit should be maintained once a 
year for a given number of weeks, Mi. Then the system 
nettreserve for a week is defined as the total installed 
generating capacity of the system minus the generation 
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loss due to a pre-scheduled outage and minus the 
maximum load predicted for the week, or, in other 
terms, gross reserve minus the generation loss due to a 
pre-scheduled outage. 

The level of the system security is represented by the 
minimum of the nett reserve at any week. Thus the 
problem is described as following: 

Maximise (min{R;, i = 1, ... ,52}) (2) 
where 

N N 

R, = s -P,- I:c1x, = c,- "I:cjx. (3) 

N - number of units, 
S - the system's capacity, 
Cr capacity of unit j, 
.f}- predicted load for the week i, 
X ij = 1, if maintenance is performed on unit j in interval 
i , and 0, otherwise. 

The constraints for this problem are as follows: 
(a) Aggregated capacity of the units running at any 

week should be no less than the predicted load at 
that week, that is 

N 

"Lc,xu ~~. foranyi=1, ... ,T (4) 
/=1 

(b) Maintenance of any unit starts at the beginning of a 
week and finishes at the end of the same or adjacent 
week. The maintenance cannot be aborted or 
finished earlier than scheduled. 

In the problem examined in this paper the data from the 
Hungarian Power System is used [10]. The system 
consists of 43 units, which are to be scheduled for 
maintenance during a 52 week period. Examples of the 
actual data used are given in Table I. 

3 TRADITIONAL GA APPROACH 
3.1 Representing the problem domain 

forGA 

Scheduling represents a very important class of 
problems which usually involves substantial amount of 
computation [8,12,13]. From a mathematical point of 
view they can be considered as combinatorial problems 
and are often successfully solved with the help of GAs. 
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#of weeks #of weeks #of weeks 
Unit# Unit capacity required Unit# Unit C!Ml_acity required Unit # Unit c~paclty required 

1 150 (MW) 3 16 100 (MW) 4 31 30 (MW) 3 
2 150 (MW) 3 17 100 (MW) 4 32 30 (MW) 3 
3 150 (MW) 3 18 200 (MW) 4 33 20 (MW) 2 
4 210 (MW) 4 19 200 (MW) 4 34 80 (MW) 1 
5 210 (MW) 4 20 210 (MW) 4 35 80 (MW) 1 
6 210 (MW) 4 21 100 (MW) 5 36 130 (MW) 3 
7 210 (MW) 4 22 50 (MW) 4 37 460 (MW) 8 
8 210 (MW) 4 23 60 (MW) 4 38 460 (MW) 11 
9 210 (MW) 4 24 60 (MW) 4 39 460 (MW) 6 
10 230 (MW) 8 25 60 (MW) 4 40 460 (MW) 4 
11 160 (MW) 2 26 30 (MW) 7 41 120 (MW) 1 
12 210 (MW) 4 27 30 (MW) 7 42 120 (MW) 1 
13 210 (MW) 4 28 60 (MW) 7 43 170 (MW) 1 
14 210 (MW) 4 29 60 (MW) 7 
15 210 (MW) 4 30 30 (MW) 3 

Table I. Unit data used in the example 

As mentioned above, a possible solution for a scheduling 
problem is represented as a chromosome consisting of 
several genes. In this paper a direct representation was 
chosen for the problem, where each chromosome 
represents a complete maintenance schedule with genes 
defining the beginning of the maintenance outage of 
individual units. 

In this example, a single chromosome consists of 43 
genes and completely describes a possible solution to the 
problem. That is, a chromosome a = ( a1 , a 2 , ... , aN ) is 
built from genes being taken from a set of allowed 
values, ai e Ai, defined as following: 

Ai ={1,2, ... ,52-Mi +1}, (5) 
where M i is the number of maintenance intervals 
required for the corresponding unit j, j = 1, 2, ... , 43 

When building chromosomes, the gene value is taken 
from the corresponding allowed range Ai. Thus, a 
combination of traditional genetic operators, crossover 
and mutation, will always produce chromosomes with 
genes from the same sets. Crossover will cut parent 
chromosomes at a crossover point and exchange the 
genes after the cut so that each gene will still have an 
allowed value. Mutation simply changes a gene's value 
for another from the corresponding allowed range. This 
ensures that the resulting chromosomes will consist only 
of legal genes. 

3.2 Fitness function for chromosome 
evaluation 

To evaluate chromosomes according to their 
performance, a fitness function should be defined based 
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on the objective function value [2,12,14]. Since each 
chromosome represents a maintenance schedule, the 
fitness function F, for chromosome k could represent 
the minimum of the nett reserves at any time: 

F'._ = min{R1, i = 1, ... ,52} 
where Ri is given by Eq. (3). 

(6) 

If the nett reserve is positive at any time, the 
chromosome satisfies the requirements of Eq. (4). On 
the other hand, if the nett reserve at some point is 
negative, the schedule is illegal, although built from 
legal genes, and the fitness is set to zero. Then the 
above equation becomes 

F = , {Fk, if Fk > 0, 
t 0, otherwise 

{7) 

3.3 GA parameters 

Parameters for a GA depend on the problem being 
solved. The algorithm is more likely to reach a good 
solution within an acceptable time frame if there is 
variety in the chromosome pool, which only a large 
population could provide [2,15]. On the other hand, the 
larger the population, the slower the GA works and 
therefore computer and software limitations have to be 
taken into account. For the latter reason, the largest 
population we consider here is 300 individuals. 

One of the popular ways to improve GA performance is 
to use an elitist approach, taking a number of the best 
parent chromosomes into each new generation [16]. The 
parameter defining fraction of the parents to be replaced 
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is sometimes called the 'generation gap' and in the 
experiments described below, we take it to equal 0.9 
unless stated otherwise. That is, 10% of the population 
represent 'elite' and is included in the next generation 
population. 

As the best individuals from the previous generations are 
preserved, we can try to maximise the diversity in the 
population by making the crossover rate equal to 1. That 
is, all individuals chosen for reproduction participate in 
recombination, which is in our case a two-point 
crossover. The mutation rate is normally relatively 
small; we take it to be 0.05. 

The individuals are selected for reproduction using a 
stochastic universal sampling selection, which ensures 
that the fittest individuals have a better chance to 
reproduce. [17,18] 

The convergence of a traditional GA with multiple 
variables is often slow and it takes significant time to 
reach an optimal or near optimal solution. Therefore it is 
important to determine when the algorithm should be 
stopped. This can be done by setting a time limit or a 
maximum number of generations. Another approach is 
to stop when there is no change in the best fitness for a 
certain number of generations [2,3]. Due to 
computational limitations the experiments described in 
this paper were run up to 5000 generations. 

3.4 The problem of a large search 
space for a traditional GA 

As we mentioned above, the problem considered in this 
paper is to schedule 43 units of various capacity for 
maintenance during 52 weeks. The units require from 1 
to 11 weeks to be maintained. This means that each gene 
can take values from I to 52- Mi + l, where Mi, is the 
number of maintenance weeks required, that can have a 
value from 1 to 11. That gives us 4.2258e+72 possible 
combinations making the search space very large. As a 
result, finding a solution becomes rather difficult. 

It usually helps to improve a GA's performance if some 
problem specific knowledge is incorporated into the 
algorithm, sometimes using the information provided by 
other problem solving methods or the best solutions 
obtained in previous runs [3,19]. Instead of directly 
seeding the initial population with a good solution from 
elsewhere, we try to roughly estimate the possible 
optimum with the help of the available data and further 
reduce the search space according to that estimate. If we 
specify a threshold, we could reduce the number of 
allowed values for each unit, excluding the values that 
cause the nett reserve at some period to fall below the 
chosen threshold. For example, we know that there is a 
possible solution with a minimal reserve of 1220 MWO, 
[10,20]. If we aim to repeat and possibly improve that 
result, we could define a threshold value, T, of 1220 
MW and greater. This procedure would comply with the 
principle of minimal alphabets proposed by Goldberg in 
[6], that it is always advisable to keep the number of 
allowed values as low as possible. 
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As was explained above, a gene's value determines the 
beginning of the maintenance outage for the 
corresponding unit. To find allowed values for each 
gene, first we modify the gross reserve of the system, 
defined by Eq (1), subtracting the threshold value Tfrom 
it. That is, 

I 

G; =S-P;-T (8) 
at every interval i. Secondly, only the intervals with a 

modified gross reserve greater than the unit's capacity 
and enough subsequent intervals to comply with the 
maintenance requirements of the unit are considered as 
possible corresponding gene values. That means that the 
definition of the set of allowed values for a unit j given 
by (5) is changed into the following: · 

A1 = {1, ... ,52-M1 + 1}n{ie {I, ... ,52} I G;' 2: C1}, (9) 

where C1 is the unit's capacity and M 1 is the number 
of maintenance intervals required. 

Excluding all unsuitable gene values as described above 
reduces the number of possible combinations to 
2.3084e+68. Such a reduction of the search space can 
improve the average fitness in the population in the first 
generations. However, the search space is still too large 
and reaching a solution close to the optimum is difficult. 
Some results from a number of runs are given in Table 
II. All the experiments were performed on a population 
of 300, with a maximum number of 5000 generations. 
The data in Table II is the average over 10 runs. 

Clljectiw vaue in Clljectiw value at G!nerallon d 
11"lesl'ldd 

theiJe9mllJathe the end d tte r\ll ttelast r\ll 

Best /11/fragJ Best AJerag9 
ill"p"(MI11!rt 

0 785 167.:E 1142 815.45 213!.00 

123) 870 311.133 1154 821.04 1725.10 

123) lm 31}.774 11$ 819.73 1345.2 

12«) 872 317.355 1153 816.97 1:m.6 

Table ll. Traditional GA results after 5000 

generations 

As can be noticed, by setting a threshold value and thus 
reducing the search space, the initial GA population was 
improved. Nevertheless, by the end of the run the 
difference in performance is almost nonexistent. Without 
the threshold the GA just took longer to reach 
approximately the same objective value. The best 
objective value obtained was 1130 MW. 

A typical performance graph for the traditional GA with 
a reduced search space is given in Figure 1. It show that 
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even after a large number of generations, the GA does 
not even start to converge to any sub-optimal value. 

900 

800 

700 

600 

400 

Best reserve 

Average reserve 

/ 

500 1 000 1500 2000 2500 3000 3500 4000 4500 5000 
Generations 

Figure 1. Traditional GA graph performance. 
Population size is 300 

4 MULTI-LAYERED GENETIC 
ALGORITHM 

There are various techniques that have been suggested to 
improve a GA performance when dealing with a large 
search space of a multi-variable problem. For example, 
in some cases it may help to dynamically vary GA 
parameters, especially the mutation rate, in an attempt to 
introduce potentially beneficial genes into the population 
[21]. Another way of improving performance could be 
parallel GAs, where a number of sub-populations evolve 
simultaneously and occasionally exchange some 
individuals [9]. 

In some practical applications, a GA is used only as the 
first step of an algorithm, performing a rough global 
search. When a satisfactory sub-optimal solution is 
found, it is then improved with the help of a local 
method, for example, hill-climbing [22]. Finally, hybrid 
GAs can be used, where a local improvement method is 
included into a traditional GA [23,24]. 

In this paper we propose a different approach, modifying 
a traditional GA in such a way that its performance is 
significantly improved while most of the traditional GA 
parameters and techniques are preserved. This approach 
is easy to understand and implement, while still allowing 
the use of other performance enhancing techniques. 

As Radkliffe noted: "One of Holland's basic motivations 
and beliefs was that complex problems are most easily 
solved by breaking them down into a set of simpler ... 
subproblems, and this belief is visible . . . in his 
conception of schema analysis" [7]. Let us look more 
closely at the optimisation problem in our case and 
discuss the notion of separability of a problem. 

If a problem can be decomposed into independent sub-
problems, it is called linear separable [7]. It is obvious 
that only a few very simple problems would be 
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completely linear separable, and in fact, they most 
probably would be more easily solved by other 
optimisation methods. 

GAs do not need the complete separability of a problem 
and can produce satisfactory results with a certain 
degree of epistasis (a term borrowed from biology to 
describe non-separability in GAs). Still, the success of 
GA operators in recombining potentially beneficial 
building blocks into a suitable solution depends on a 
certain degree of separability in a problem, which often 
can be achieved by choosing the right representation for 
the problem [25]. 

In our case, chromosomes directly represent 
maintenance schedules built from the genes which 
denote the beginning of the maintenance periods of the 
corresponding units. It is clear that the problem is not 
completely separable, since we can not divide the units 
into groups to be scheduled independently from each 
other and then combine the groups into one schedule. 
This is because two groups of units might be scheduled 
for maintenance at the same intervals and this could 
result in the nett falling below the threshold. 

However, it is possible to assign a few units their 
maintenance intervals and then gradually build up the 
schedule adding new units into it. In fact, if a human 
expert is designing a similar schedule, the general rule is 
to assign the units some priority value, depending 
usually on the unit's capacity, and then to allocate the 
units' maintenance time one after another according to 
their priority. 

This process could be seen as layering the GA, thus, we 
propose a multi-layer GA (MLGA), which divides a 
problem into layers and is solved as a series of 
consecutive problems. As GAs are often used to find not 
one but several solutions in a single run, each layer 
would represent a separate traditional GA, using the sub-
schedules obtained from the previous layer as a gene 
pool for building new, larger sub-schedules for the next 
layer. 

4.1 Grouping the units for a MLGA 

To divide the GA into several layers, let us look again at 
the problem in question. According to Table I, the 
individual unit capacities range from 20 MW to 460 
MW, with the number of maintenance periods required 
ranging from 1 to 11. It is obvious that units of a larger 
capacity which require a greater maintenance period are 
more difficult to schedule than units of smaller capacity 
which need only one or two weeks for their 
maintenance. 

For example, if we consider the four units with a 
capacity of 460 MW, it is clear that we cannot schedule 
more than two of them simultaneously for service at any 
time if we want to retain a reserve of not less than 1220 
MW. Even the lowest predicted load at week 27 gives us 
a reserve of 2220 MW without any unit being 
maintained. If three units with capacity 460 MW are 
switched off for maintenance, the nett reserve will 
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become 2220- 460 x 3 = 840 MW, which is below the 
desired value, 1220 MW. 

There are also a few other units, which are difficult to 
schedule, for example, a unit with a capacity of 230 MW 
and 8 week maintenance period, the eleven other units 
with a capacity of 210 MW requiring 4 week periods 
and so on. On the other hand, there are a number of units 
that have a small capacity and/or short maintenance 
periods. It might be easier if we could first find some 
suitable combinations for several 'difficult' units and 
then add the other, 'easy', units to the schedule. 

From a number of experiments, it was found that fifteen 
'difficult' units, including the four with the capacity of 
460 MW and eleven with the capacity of 210 MW, are 
easily scheduled to give a nett reserve up to 1260 MW. 
However, if we try to schedule 18 units, adding ones 
with capacity 200 and 230 MW, it is more difficult to 
find a good result in a short time. 

Table ill presents a possible grouping used in the 
experiments discussed in this paper. The first layer 
consists of 15 units with the capacity 210 and 460 MW. 
After that 2 to 3 new units are added to the schedule in 
each subsequent layer. 

Certainly, there is more than one way to group the units. 
Another example is given in Section 3.7. 

Layer Units being scheduled Gene length 
1 4 56 7 8 9121314152037383940 1 
2 101819 1,1,1,15 
3 1 2 3 1,1,1,18 
4 11 21 36 1,1,1,21 
5 1617 1,1,24 
6 2829 1,1,26 
7 2425 1,1,28 
8 2627 1,1.~ 

9 2223 1,1,32 
10 414243 1,1,1,34 
11 303132 1,1,1,37 
12 333435 1,1,1,40 

Table Ill. An example of a grouping of the units 

4.2 Gene lengths in different layers 

Each layer in a multi-layered GA is a separate traditional 
GA. In the first layer genes are all of length 1 and take 
values from their allowed range. 

In the subsequent GA layers, chromosomes are built-up 
from genes of various lengths. One gene in every 
chromosome now represents a sub-schedule built by the 
previous layer GA. The gene has a length equal to the 
number of units scheduled so far and its value is taken 
from a gene pool containing all legal sub-schedules 
found by the previous GA layer. The remaining genes in 
the chromosome are of length I. They represent units 
which are being scheduled at the current layer and take 
values from the allowed range. Gene length for the 
corresponding grouping are given in Table 2. 
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The aim of a particular GA layer is not just to reach a 
single optimal solution, but to find a number of them so 
that they can be used as separate genes for the next GA 
layer. Thus the foremost termination criteria is filling the 
gene pool for the next layer, that is, reaching a specified 
number of suitable solutions. The maximum number of 
solutions we attempt to find is equal to the population 
size. For computational reasons, the population size is 
limited to 300 individuals. 

To specify what individuals are included into the next 
layer pool, we define the pool threshold, Tp, an 
important MLGA parameter. A sub-schedule is included 
into the pool only if it can provide a nett reserve above a 
given threshold Tp at any time. As was described in 
Section 2.4, we are trying to find a schedule that 
provides nett reserve of at least T MW at any time and 
alter the allowed values' sets accordingly. We can take 
the pool threshold, Tp , to be equal to the expected 
reserve threshold, T, that is 1220 MW or higher. 

The maximum number of generations in a single layer is 
restricted to 400. If there is no change in the number of 
'good' individuals to be included into the pool for a 
specified number of generations, the layer is completed 
and, if there are no sub-schedules found, the run is 
declared unsuccessful. 

4.4 Varying generation gap value 

An important feature of MLGA is the varying generation 
gap value, which helps to obtain the desired number of 
sub-schedules faster. When the number of individuals 
suitable for inclusion into the pool becomes greater than 
I 0% of the population, the generation gap is reduced to 
let all 'good' parents stay in the population until their 
number equals the required size of the pool. At the end 
of the layer the whole population could be transferred 
into the next layer. 

Note that this approach saves the computational time in 
a successful run since the number of individuals needing 
to be evaluated decreases over the generations. 

4.5 Maintaining diversity in population 

When the generation gap is reduced as discussed above, 
an increasing number of 'good' parent chromosomes 
stay in the population forever. This may lead to the 
population being overtaken by descendants of only a few 
chromosomes and, as a result, cause a premature 
convergence. To prevent that and to obtain a variety of 
sub-schedules for the gene pool for the next GA layer, 
we need to maintain the population diversity. New 
individuals are introduced into the population only if 
they are different from all the others already present in 
the population. If there are two identical individuals in 
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the population, one of them is replaced by a randomly 
built new individual [2, 15]. 

To further diversify the GA population, when there was 
a considerable amount of 'good' individuals in the 
population already, the proportional selection for 
reproduction was replaced by random selection, giving 
all individuals an equal chance to reproduce. That 
proved to be beneficial since the proportional selection 
may slow the search for new 'good' solutions by 
choosing the same parents all the time. 

Note that in the scheduling problem considered in this 
paper, solutions/chromosomes which are different on the 
gene level do not always represent a unique schedule, 
since some units have exactly the same capacity and 
number of required maintenance intervals and can be 
rearranged without any difference to the nett reserve of 
the schedule. 

4.6 Gene convergence 

By choosing a number of sub-schedules and gradually 
adding new units to them, a MLGA focuses the search 
on more promising regions within a large problem 
domain. As a result, a MLGA finds solutions faster than 
a traditional GA. On the other hand, since the search is 
restricted to the sub-schedules found in the previous 
layers, some genes can converge despite the efforts to 
maintain diversity discussed in the previous sections. 
That is, a number of units can be scheduled exactly in 
the same way in all sub-schedules contained in the pool, 
and, therefore in the next generations. This may be 
critical to the success of the entire run and, if in some 
layer a potentially successful sub-schedule was lost 
during the genetic search, the run may fail. 

Here we are not discussing various existing GA 
techniques to reduce the gene convergence, such as 
increasing the mutation rate [26] etc. Instead, let us note 
that the potential disadvantage of gene convergence can 
be used to the benefit of the further search. We can once 
more modify the sets of allowed values for the 
remaining units, thus reducing the search region. The 
procedure is similar to the one discussed in Section 2.4 
with the converged part of the gene pool being treated as 
an additional load on the system. 

For example, suppose that all genes in a gene pool 
formed in the previous layer contain a sub-schedule 

a' = (~,,a/, ... , a1') , allotting maintenance intervals to l 

units. It means that some of the system's resources are 
already "booked" by these units. Then the additional 
load on the system in an interval i will be 

I 

L, = _LC1Xij, where, as in Eq. (3), Cr capacity of unit 
j=l 

j while xij = 1, if maintenance is performed on unit j in 
interval i, and 0, otherwise. Modifying Eq. (8), we 
obtain the new gross reserve of the system 

G." =S-P.-T-L 
I I I 

(10) 
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and find the new sets of allowed numbers A1 for the 
units that should be scheduled in the next layer, 

substituting G;" into (9) instead of G;' . 

This procedure should be done only once at the 
beginning of every layer and, therefore, does not 
increase the computational time. 

4. 7 Modified pool selection criteria 

The initial step in a MLGA implementation is choosing 
the units to be scheduled in the first layer so that a 
traditional GA would be able to find satisfactory sub-
schedules. However, in subsequent layers the algorithm 
is sometimes unable to find successful solutions, even if 
there was a substantial amount of genes in the gene pool. 
In this situation the entire run would be unsuccessful. 

It is possible to check if a sub-schedule is able to provide 
enough reserve for the next layer units to be scheduled 
before their scheduling actually takes place. It is similar 
to the procedure used for finding the allowed values for 
genes discussed in the previous section. The algorithm 
could be modified so that the genes are included into the 
pool only if they can provide enough reserve for the next 
layer's units to be scheduled. 

Every candidate for the gene pool, that is, a sub-schedule 
that provides the necessary minimal nett reserve T, is 
examined and treated as an additional load on the 
system. A new modified gross reserve is calculated and 
the new sets of allowed numbers A1 are found for the 
units scheduled in the next layer. If neither of the sets 
A1 are empty, it means that there are enough intervals 
available for scheduling the next layer's units and the 
sub-schedule is marked as suitable for the next layer. It 
is then given a better chance to be selected for 
reproduction over the unmarked individuals, when the 
proportional selection takes place. 

If, on the other hand, any of these sets are empty, it 
would mean that some of the units in the next layer 
cannot be scheduled since there are not enough 
maintenance intervals available for them. In this case the 
sub-schedule should not be included into the next layer 
gene pool, even if its fitness is equal to or above the pool 
threshold. 

It could be argued that this modification would mean an 
increase in computational time due to the additional 
check for every potential candidate for the gene pool. 
Yet it would simplify the search in the next layer by 
providing genes of a better quality or, if no sub-
schedules suitable for the pool were found, the run 
would be declared unsuccessful without running the 
extra layer. 

The effect of the modified pool selection criteria is 
shown in Figures 2 and 3. The first figure shows a 
typical performance graph of the fourth layer GA with 
the pool threshold TP = 1240 MW. The upper graph in 
Figure 2 represents dynamics of the best and average 
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fitness value in the population, that is, the minimal nett 
reserve provided by the sub-schedules. The lower graph 
shows the number of individuals in the next layer pool 
and, as a separate parameter, the number of individuals 
with fitness equal to the pool threshold, but not included 
into the pool since they can't provide the next units with 
a chance to be scheduled. 

...-1'---.-.-r---
Best reserve ~ 

~J/""~"~ 
1 · V ~ verage reserve 

Z~ 1~o---2~0---L--~---L--~---L--~--~--~ 
40 60 80 100 120 140 160 180 

Number of generations 

Individuals with fitness =1240 
but not in the pool 

\ Individuals in the pool 

0o 20 40 60 80 100 120 140 160 180 
Number of generations 

Figure 2. Performance graph of a GA with additional 
pool selection criteria 

Figure 3 shows the second graph from the previous 
figure in more detail. It presents the algorithm's 
performance during the first 70 generations. In the 
beginning of the run a significant part of otherwise good 
individuals was not suitable for the next layer gene pool. 

MLGA, layer# 4 
120•r----,-----r----.-~~-----r----.----, 

100 

"' ~ 80 .., 
~ .., 
.5 
0 60 
.2l 
E 
::J 
Z40 

20 

-+-- Individuals in the pool 
Individuals with fitness = 1240 

but not in the pool 

Number of generations 

Figure 3. Growth of 'good' individuals in the 
population in the beginning of a run 

The first individual with fitness equal to 1240 was found 
in the fifteenth generation, though it did not provide 
enough reserve for the next units to be scheduled. It was 
preserved in the elite part of the population as the best 
individual so far, but was not included into the pool. 
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During the first fifty generations the elite part of the 
population consisted mostly of such individuals. 

The first sub-schedule suitable for the pool was found in 
the 27th generation. At first the number of such 
individuals grew very slowly, but after a while, since 
they were given preference to stay in the elite part, they 
completely forced the other ones out of the population. 
After 70 generations the number of individuals with high 
fitness but still unsuitable for the pool is close to zero . 

The fast growth of the unsuitable individuals in the 
population in the beginning of the run shows that if the 
pool criteria were not modified, half or more of the gene 
pool at the next layer would have been unusable. 

4.8 A general guide for unit grouping 

As was stated before, there can be other ways to divide 
the units into groups for scheduling. The general 
guideline is obvious: the big capacity units are scheduled 
first, the small capacity units or the ones that require 
only a week or two of maintenance time are left to 'fill 
the gaps' in the schedule at the end. Table IV presents 
another example of units' grouping. The first layer 
consists of 16 units with the capacity 210, 230 and 460 
MW. After that 2 to 6 new units are added to the 
schedule in each subsequent layer. Since the first layer 
in this grouping contains an additional unit, #10, with a 
large capacity of 230 MW and requiring 8 weeks for 
maintenance, it could be expected that the MLGA will 
take longer to find enough sub-schedules for the second 
layer pool. 

Layer Units being scheduled Gene length 

1 4 56 7 8 910121314152037383940 1 
2 181921 1,1,1,16 
3 1 2 3 1,1,1,19 
4 16172829 1,1,1,1,22 
5 1138 1,1,26 
6 232425 1,1,1,28 
7 2627 1,1,31 
8 2241 4243 1,1,1,1,33 
9 303132333435 1,1,1,1,1,1,37 

Table IV. Unit grouping for a 9-Iayer MLGA 

The first two layers are almost the same in both 
examples, while the last three layers from the first 
grouping are scheduled in only the last two layers in the 
second grouping. Units scheduled in the middle layers 
are grouped differently. 
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5 EVALUATION OF THE MULTI-
LAYERED GENETIC 
ALGORITHM 

A series of experiments was conducted with the two 
different units' groupings and various pool thresholds. 
Results from the experiments are given in Table V. As 
we can see the performance of a multi-layered GA 
compares favourably with that of a traditional GA, 
though the number of generations required to obtain a 
good solution is still quite large. Note that the GA 
parameters like crossover and mutation rates, etc., ~ere 
not tested exhaustively. The number of generations 
could be improved if, for example, the termination 
criteria are modified. The maximum number of 
generations can be changing dynamically depending on 
the size of the search space in every layer, estimated 
after modification of the allowed values sets in the 
beginning of a layer. 

When additional pool selection pressure is applied, the 
success rate slightly improves while the computational 
time decreases. 

- ~ ~ ~ o ~ ~ ~ ~ ~ A ~ ~ I ~ ~ W ~ ~ ; ~ ~ ~ : ~ 

Week 

Figure 4. An example of a reserve chart with minimum 
nett reserve of 1240 MW 

Addllional pool 
Nwnberof 

Number or MLGAtype PoollhreSitoJd successrul rum generations In a run selection crflcria outnf40 
no 1220 34 656.65 

12-layer no 1230 27 853.95 
DO 1240 2 1001.73 
yes 1220 37 510.63 

12-layer yes 1230 28 763.75 - 1240 7 1000.4 
no 1220 36 627.73 

9-layer no 1230 27 766.89 
no 1240 2 771.5 
yes 1220 40 442.35 

9-layer yes 1230 28 675.38 
yes 1240 8 720.8 

Table V. Experimental results 

6. CONCLUSION 

The suggested modification of a traditional GA is a new 
implementation of an old idea, that is, dividing a 
complex problem into simpler sub-problems. In our 
case, a solution-schedule was built gradually, after 
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grouping of units into categories according to their 
capacity and maintenance requirements. The new 
approach exploited the partial separability of the 
problem as well as the ability of a GA to produce not a 
single solution but a number of them. As a result of the 
modification, a noticeable performance improvement 
was acquired. 

The advantage of this approach is that it is easy to 
understand and implement. It uses a direct representation 
of a maintenance scheduling problem and traditional 
genetic operators. That does not mean that it can not be 
used with other operators specially built for a particular 
problem. There is certainly a potential for improvement, 
either by more thorough parameter tuning or by coupling 
MLGA with some other search method of local scope. 
The current research on multi-layered genetic local 
search yields promising results. Obviously, it is also 
possible to use the idea of parallel GAs and create a 
multi-population MLGA. 

The suggested algorithm can be suitable for a variety of 
combinatorial problems that could be represented in a 
similar way and have a certain degree of separability. 
The disadvantage of having to perform grouping of the 
objects "manually" is comparatively small, and only 
supports the notion shared by many GA practitioners 
that incorporating problem specific knowledge improves 
GA performance. 
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